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Abstract— Sensor networks are not just data networks with
sensors being the sources of data. Rather, they are often de-
veloped and deployed for a speci�c application, and the entire
network operation is accordingly geared towards satisfying this
application. For overall system ef�ciency, it may be necessary for
nodes to perform computations on data, as opposed to simply
originating or forwarding data.

Thus, the entire network can be viewed as performing an
application speci�c distributed computation. The topic of this
paper is to survey some lines of research which may be useful
in developing a theory of in-network computation, that aims
to elucidate how a wireless sensor network should ef�ciently
perform such distributed computation.

We review several existing approaches to computation prob-
lems in network settings, with a particular emphasis on the
communication aspect of computation. We begin by studying the
basic two-party communication complexity model and how to
optimally compute functions of distributed inputs in this setting.
We proceed to larger multi-hop networks, and study how block-
computation and function structure can be exploited to provide
greater computational throughput. We then consider distributed
computation problems in networks subject to noise. Finally, we
review some randomized gossip based approaches to computing
aggregate functions in networks.

These are diverse approaches spanning many different re-
search communities, but together may �nd a role in the devel-
opment of a more substantial theoretical foundation for sensor
networks.

I. I NTRODUCTION

The purpose of traditional data networks such as the Inter-
net is to enable end-to-end information transfer. Information
streams in such networks are carried across point-to-point
links, with intermediate nodes simply forwarding data packets
without modifying the payload of the packets. In contrast, the
purpose of a sensor network is to provide to users access to
the information of interest from data gathered by spatially
distributed sensors. In most applications, users require only
certain aggregate functions of this distributed data. Examples
include the average temperature in a network of temperature
sensors, or a particular trigger in the case of an alarm network,
location of an event, etc.
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Such aggregate functions could be computed under the end-
to-end information �ow paradigm by communicating all the
relevant data to a central collector node. This however is a
highly inef�cient solution in large sensor networks which may
be severely constrained in energy, memory or bandwidth, and
where tight latency constraints may have to be met.

The alternate solution is for the computation to be per-
formedin-network. Implementing such distributed computing
functionality in sensor networks carries a whole host of
networking issues, because nodes have to not only originate
and forward data, but may also have to perform operations on
data received from different sources at different times. Some of
this functionality is part of applications which provide support
for aggregate queriesover sensor networks [1].

At a fundamental level, therefore, resides the question of
how best to perform distributed computation over a network of
nodes with wireless links. What is the optimal way to compute
the average of a set of statistically correlated values stored
by different nodes of a wireless network? How would such
computations be performed in the presence of unreliability
such as noise, packet drops and node failures? Such questions
combine the complexities of multi-terminal information the-
ory, distributed source coding, communication complexityand
distributed computation.

The focus of this paper is to provide an account of some
of the work that may be relevant as we move towards such
a theory of distributed computation over networks. These
include the following:

1) Computing in the two node network: We review two-
party communication complexity theory, which ad-
dresses the question of how to compute in minimum time
a function with input distributed between two separate
nodes.

2) Block computation over multiple node networks: We
will review recent work extending the basic communi-
cation complexity model in two aspects, by modeling
more general multiple node topologies, including single
hop collocated networks as well as random multi-hop
networks, and by allowing for the possible ef�ciencies
of block-computation in which the function of interest
is required to be repeatedly computed for different sets
of measurements. We will show that both can lead to



a signi�cant performance improvement over one-shot
function computation.

3) Distributed computation in the presence of noise: The
basic communication complexity model does not allow
for noisy communication channels. We will review work
on computing functions in a noisy collocated network
on simulating general interactive protocols for noiseless
networks over noisy networks. We will also describe
some classical information theoretic formulations which
incorporate block computation along with correlated
sensor measurements, and review what little progress has
been made towards solving such a general formulation.

4) Randomized algorithms for computing functions: We
then turn to some recent work on gossip based protocols
to compute aggregate functions over peer-to-peer as well
as sensor networks. These approaches involve designing
algorithms for computing speci�c functions, which may
not be optimal, but are designed to be simple, scalable
and robust to node failures.

In most of the topics we consider, the emphasis is on
optimizing the communication aspect of computation. Given
the physical constraints of sensor networks, such as limited
energy, bandwidth, and lack of infrastructure, communication
is one bottleneck to performance. However, there are others,
such as energy and latency, which we do not address here.
Also, we assume that that computation at nodes is reliable,
while communication is subject to errors.

II. COMPUTING IN THE TWO-NODE NETWORK

In many applications, users of a sensor network require a
certain function of the sensors' raw measurements. We may
formalize this by stating the problem as one of computing
a function f (x1; x2; : : : ; xn ) of the readingsx1; x2; : : : ; xn

taken at then sensor nodes, and communicating this function
to a collector node. In a typical scenario, there may be only
a single collector node, but it is also possible that there are
multiple collector nodes. In fact, in an extreme situation,the
function may need to be communicated to all the nodes.

The question of how to compute a function depends on a
number of network features, such as its spatial distribution
and size, the communication constraints, and of course the
structure of the function itself. We consider �rst the case of a
network of two nodes.

The basic two party communication complexity model is
constructed to study distributed computation by separate pro-
cessors connected by constrained communication links. Fora
detailed exposition of the theory, the reader is referred to[2];
here we provide a brief introduction. LetA and B be two
processors connected by a bidirectional one-bit-per-slotlink.
A knows a numberx which lies in a �nite setX , and B a
numbery belonging to �nite setY . Both wish to compute the
value of a certain functionf (x; y), which takes values in a set
Z .

In order to compute this function, they can exchange bits
over the link, one at a time. We are interested in strategies
that for any allowable pairx; y, will terminate when bothA

and B know the correct valuef (x; y). The communication
complexity of the functionf (�) is the minimum over all such
strategies, of the maximum time over all input pairs, before
the strategy terminates. To summarize, this problem is one of
minimizing computation time given a throughput constrained
link between processors, and an input split between processors.

A general deterministic protocol must function as follows:
It must sequentially specify for each slot, as a deterministic
function1 of all the previously transmitted bits, which node
must transmit. It must also specify the value of the bit to be
transmitted by a node, as a deterministic function of its input
value and all the previous transmissions (which it has either
received or sent).

One can derive a number of elegant results characterizing
the communication complexity of a function. We review some
of the more basic of these below. Let us begin with the most
naive protocol, which simply consists ofA sending the value
of x, followed by B sending back the value of the function
f (x; y). This gives a trivial upper bound on the communication
complexity of the functionf (�) of log jX j + log jZ j slots.

It can also be shown thatdlog jRange(f )je is a lower
bound on communication complexity, whereRange(f ) is
the set of values taken byf on X � Y . The proof is as
follows. It is enough to prove that under any correct protocol,
any two distinct values off (�) must correspond to different
sequences of transmitted bits, since there would then have to
be jRange(f )j distinct transmitted sequences. Suppose that
this is not the case, and that for inputs(x1; y1) and (x2; y2)
with f (x1; y1) 6= f (x2; y2), the sequences of transmitted bits
speci�ed by the protocol are the same. It cannot be that both
f (x1; y1) = f (x1; y2) and f (x1; y2) = f (x2; y2) are true,
because that would implyf (x1; y1) = f (x2; y2). Suppose
without loss of generality thatf (x1; y1) 6= f (x1; y2). Then,
the de�nition of a protocol will imply that it speci�es the very
same sequence of transmissions for the input pair(x1; y2) as
it does for the input pairs(x1; y1) and(x2; y2). This leads to
a contradiction, since processorA cannot distinguish between
the pairs(x1; y1) and(x1; y2), due to the fact that its own input
value as well as the sequence of transmissions are the same
in each case. Therefore, processorA cannot “know” whether
the function value isf (x1; y1) or f (x1; y2).

The informal de�nition of a protocol given above can be
formalized into a convenient matrix representation. The com-
putation problem is entirely speci�ed by thejX j � j Y j matrix
C, whereCij = f (i; j ) (assuming without loss of generality
that X = f 1; 2; : : : ; jX jg; Y = f 1; 2; : : : ; jY jg). Any protocol
necessarily speci�es a sequence of successive partitions of the
matrix C. The �rst transmission partitions either the rows or
columns ofC (rows if A is selected as the �rst to transmit,
columns ifB is), thereby obtaining two sub-matrices. The next
transmission corresponds to a separate partitioning of each of
the two previously obtained sub-matrices, again along the rows
or columns. Thus, thekth stage speci�es partitions separately
for each of the2k � 1 sub-matrices speci�ed by the previous

1Randomized algorithms have also been considered in this setting.



A/B 1 2 3 4
1 0 0 0 1
2 0 0 0 1
3 0 0 0 0
4 0 1 1 1

Fig. 1. Example of a protocol

k � 1 stages, producing2k sub-matrices. The protocol ends
when all the sub-matrices are “monochrome,” i.e., have all
identical entries. The communication complexity is therefore
the minimum number of rounds in which the matrixC can be
thus partitioned into monochromatic sub-matrices.

An example of such a partitioning is shown in Figure 1. This
corresponds toA transmitting �rst, B transmitting second. If
the input pair lies in the �rst two rows, or the �rst column
of rows 3 and 4, then the function value is determined after
these two transmissions. Otherwise,A must transmit again,
after which the protocol has terminates. Thus, this protocol
requires 3 time-steps.

A simple linear algebraic argument can now be used to
lower bound the number of partitions required. At each round,
the maximum rank of the resulting sub-matrices is decreased
by at most a factor of two. After the �nal stage all sub-matrices
have rank 1. Therefore, the communication complexity must
be lower bounded bydlogRank(C)e.

Another simple bound can be derived by the so-
called fooling set technique. Suppose we havem input
pairs (x1; y1); (x2; y2); : : : ; (xm ; ym ), with the property that
f (x1; y1) = f (x2; y2) = : : : = f (xm ; ym ), but that for any
two pairs (x i ; yi ) and (x j ; yj ), either f (x i ; yj ) or f (x j ; yi )
differs from f (x i ; yi ). Then, by an argument similar to the
range bound argument described above, one can prove that
under any correct protocol each of thesem input pairs must
correspond to a unique sequence of transmissions, and so
D f (f ) � logm.

The following are some examples of functions and their
communication complexities. For proofs the reader is referred
to [2].

1) A andB haveD = 2 n valued inputsx andy.

� f (x; y) = Eq(x; y), de�ned as equal to1 if x = y,
0 if not. The communication complexity ofEq(�) is
logD + 1 . A lower bound oflogD follows directly
from the rank bound, since the matrixC in this case
is the D � D identity matrix. A slightly stronger
version of the rank argument gives a lower bound
of n + 1 .

� f (x; y) = Gt(x; y), de�ned as equal to 0 ifx > y
and 1 otherwise. The communication complexity is
logD + 1 .

2) A andB hold subsetsx; y � f 1; 2; : : : ; ng.

� f (x; y) = Avg(x; y), the average value of the
two subsets. The communication complexity is then
O(logn).

� f (x; y) = Disj (x; y), which is equal to 0 if the

subsets are disjoint, and 1 otherwise. The commu-
nication complexity isn + 1 .

� f (x; y) = Med(x; y), the median ofx and y. The
communication complexity isO(log n).

Communication complexity theory provides a useful step-
ping stone in terms of understanding protocols for computing
functions with distributed inputs. However, important features
of sensor networks are not captured in this model. One
necessary extension would be obtaining bounds in networks
of more than two nodes. There has been some work on
multi-party communication complexity in networks. Tiwari[3]
considered a formulation in which the input is split among two
processors which are nodes in a larger network. In the next
section, we will describe some recent work on communication
complexity problems in different wireless network models [4].

Another limitation of the basic communication complexity
setup is that due to the requirement of exact computation,
possible correlations between the inputs are not exploited.
Such correlations are particularly likely to exist in large
spatially dense networks sampling physical characteristics (e.g.
temperature) of a domain.

III. B LOCK COMPUTATION OF FUNCTIONS IN

MULTI -PARTY NETWORKS

We now turn to a more general network setting, consisting
of many nodes and a simpli�ed model of wireless commu-
nication. Consider a network ofn nodes located on a plane,
along with a designated collector node to which the aggregate
function of interest needs to be communicated.

Each node has a certain transmission range, and can transmit
directly to any other node which is located within that range.
The connectivity graphof the network is composed of the
nodes along with edges modeling the wireless connections.
Each node is assumed to be able to transmit or receive at a
�xed rate.

The shared nature of the wireless medium is modeled by
introducing constraints on which transmitter-receiver pairs can
be active simultaneously. One extreme case of such a network
is thecollocated network, in which each transmission is heard
by all other nodes, and only one node can transmit in a single
time-slot. Another network of interest is therandom multi-
hop networkconsisting of nodes uniformly scattered on a unit
square, in which all nodes have the minimum common range
of transmission so that the network is connected. Random
graph analysis [5] shows that in a network ofn nodes, the
minimum such range for the network to be connected with
probability approaching one as the network size grows is

�(
q

log n
n ). These networks are illustrated in Figure 2.

Note that such models of the network do not allow for
cooperative schemes such as relaying, multiple access, beam-
forming, etc.

The problem of computing functions over such networks
was studied in [4]. A direct generalization of the two-party
case would involve determining the minimum time required to
compute a certain function of the set of sensor measurements,
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Fig. 2. (a) Collocated network (b) Random network

i.e., aone-shotcomputation problem. Instead, we consider the
block computationproblem, in which sensors take periodic
measurements[x1(t); x2(t); : : : ; xn (t)]; t = 1 ; 2; 3; : : : of the
environment, and the user requires a certain aggregate function
f (x1(t); x2(t); : : : ; xn (t)) for each timet = 1 ; 2; : : :. Sensor
network applications which involve constant monitoring ofthe
environment often require such repeated computation.

There are two possible ways to perform such computation.
One is to separately compute each function value, which
would correspond to the one-shot computation problem. The
other way would be to let each sensor accumulate a block
of measurements, subsequent to which the entire network
performs joint computation of the block of corresponding
function values. Such an approach could be potentially more
ef�cient, though at the cost of greater latency because the
individual function values become known to the collector only
after the entire block is computed. Note that this is a direct
analogy of block coding in communication theory.

The measure of ef�ciency we study in a block-computation
setting is what we callcomputational throughput: If a com-
putational scheme requiresT time units to compute a block
of N function values, the computational throughput isN

T . We
seek the supremum of the computational throughput over all
schemes and all block-lengthsN .

Let us consider the class ofsymmetric functions. These
are functions which are invariant to permutations of their
arguments, i.e.,f (x1; : : : ; xn ) = f (� (x1; : : : ; xn )) for any
permutation� . The interest in such functions is twofold. First,
most statistical functions of interest including mean, median,
maximum/minimum, histogram etc. Also, such functions have
some properties which can be exploited, as described below.

The key property of symmetric functions is that they are
determined completely by the histogram of the set of node
measurements. Further, the histogram itself has two useful
characteristics: 1) The histograms of two sets of measurements
can be combined to give the histogram of the union, and
2) Where the individual sensor measurements areD-valued,
the histogram ofn measurements can be represented in
O(D logn) bits.

The �rst property suggests simple schemes to compute a
function in a distributed manner. One could, for instance,

r

Collector node

Fig. 3. Forming a tree rooted at the collector

form a tree and propagate partial histograms from children
to parents up the tree towards the root. As we will see in
Section VI, many simple randomized algorithms to compute
functions are applicable to functions with this property.

The above properties make it possible to compute any
symmetric function with computational throughput
( 1

log n )
in any network with maximum degreeO(log n). The corre-
sponding computational cycle-time, i.e., the reciprocal of the
computational throughput, is exponentially smaller than the
computational cycle time ofO(n), which is the minimum
cycle-time for downloading all data to the collector. The
scheme to achieve this rate consists of �rst constructing a
suitable tree, rooted at the collector node, and formed by
grouping nodes according to a tessellation of the plane into
cells containing approximatelyO(log n) nodes each. Such a
tessellation for the random network on a square domain is
shown in Figure 3. By collecting histograms along this tree,
and with appropriate scheduling and pipelining, it is possible
to obtain the desired computational throughput of
( 1

log n ).
Examples of networks for which a computational through-

put of 
( 1
log n ) is achievable include the random network on

a square (in this case, the throughput is achievable with high
probability for largen) as well as constant degree networks
such as lattice grids.

Note thatO( 1
log n ) is the maximum possible throughput to

communicate the histogram of the set of measurements, due to
the fact that representing the histogram itself requires�(log n)
bits, and the collector node can receive only a bounded number
of bits per slot. Thus the maximum computational throughput
for computing the histogram over networks of maximum
degreeO(log n) is �( 1

log n ) .
To obtain similarly sharp results for other symmetric func-

tions, it is necessary to more precisely characterize what
computational schemes or protocols are allowable. The sim-
plest scenario to study this problem in a network setting is
the collocated network. A suitable generalization of the class
of communication complexity protocols described in the last
section can be de�ned for this network as well. Combinatorial
arguments can then be employed to lower bound the time
required by any such protocol to compute a vector of function
values corresponding to a large block of sensor measurements.

In particular, let us consider the class oftype-sensitive
functions, which are functions for which at least a certain



minimum fraction of arguments need to be known for the
function value to be determined. Instances of type-sensitive
functions include Average, Median, Majority, Histogram, and
many others. Counting arguments can be used to show that
the maximum rate for computing type-sensitive functions in
the collocated network isO( 1

n ). Since all the data can be
downloaded to the collector in timen logD, this implies
that this particular class of functions is maximally dif�cult
to compute in terms of order.

For a certain subclass of symmetric functions, an exponen-
tial speedup is possible. This is the class oftype-threshold
functions, which are de�ned as functions that depend only
on the element-wise maximum of the histogram and a �xed
threshold vector. In the case of binary measurements, for
instance, a type-threshold function would only depend on
whether the number of ones exceeds a �xed threshold number.
The canonical example of a type-threshold function is the Max
function. In the collocated network, type-threshold functions
can be computed with a throughput of
( 1

log n ). To see how
such a protocol can be constructed, consider the case in which
the measurements are binary and the Max function is to be
computed. The scheme essentially works by each node sequen-
tially communicating the set of entries in its corresponding
block with measurement value 1,exceptfor those entries for
which the function value is already known to be 1, due to
the transmissions of previous nodes. Combinatorial arguments
show that the total number of bits over all transmissions will
beO(N logn), which translates to a computational throughput
of 
( 1

log n ).
It is also possible to show, by generalizing the fooling set

arguments mentioned in the last section, that this is order
optimal. Thus, the maximum computational throughput for
type-threshold functions such as Max is�( 1

log n ), and is
�( 1

n ) for type-sensitive functions such as Average, Median
and Histogram.

The arguments for the collocated network can also be
extended to the random multi-hop network, to show that with
probability approaching one asn ! 1 , the maximum com-
putational throughput is�( 1

log n ) for type-sensitive functions
and�( 1

log log n ) for type-threshold functions.
One feature to note about the above results is that they are

scaling results in thenetwork size, whereas communication
complexity results are often order results in terms ofalphabet
size. The former are thus more applicable when the network
size is considerably larger than alphabet size. In a scaling
sense, we see that the computational throughput for type-
threshold functions is exponentially higher than for type-
sensitive functions, in both the collocated network as well
as the random multi-hop network. Also, multi-hop networks
allow for a far greater degree of in-network compression, and
consequently allow a higher computational throughput than
the collocated network.

There are however some drawbacks with the model and
results described above. First, the model does not incorporate
node or link failures. It is not clear if these results easily

extend to such unreliable scenarios. Secondly, there may
be considerable overhead required for nodes to know what
computational operations they must carry out; the “roles” of
individual nodes depend on their locations and thus must be
dynamically assigned.

A further drawback of the model is that it does not take
into account correlations in the source measurements, which
could be exploited if the requirement of exact computation
with probability one were relaxed. Also, the communication
model is a simpli�cation of the more general multi-user noisy
channel model which allows arbitrary modes of operation.

IV. RELIABLE COMPUTATION IN THE COLLOCATED

NETWORK WITH NOISE

In wireline networks, the physical layer implements error
correction so that communication links appear reliable to the
applications. It then becomes possible to view the network as
a collection of point-to-point reliable links, for the purpose
of one-way communication over the underlying physical layer
channels.

But consider now a distributed computation task over a
network with noisy links. Is it similarly possible to make the
overall computation as reliable as desired? And if so, at what
cost?

Classical information theory tells us that reliable commu-
nication, i.e., with error probability as low as desired, ata
positive throughput, is possible if a large block of data is
communicated with appropriate redundancy. By employing
suf�cient coding overhead and large enough block-length, the
physical layer can be made as reliable as desired.

Thus, if the communication in a protocol which assumes
noiseless communication is composed of suf�ciently long
blocks of information bits transmitted from node to node, error
correction can be employed to provide reliability of each link,
at the cost of some overhead. Such a protocol can therefore
be converted to a protocol which functions reliably over a
noisy network with a constant factor overhead. For the block-
computation case, it is not hard to show that this can be
done, at least for the cases described in the previous section.
The scaling results would thus remain the same for a noisy
communication model, although the latency would be high due
to the long block lengths necessary for reliability.

However, classical information theory does not answer the
question of how a generalinteractive protocol designed for
a noise-free network can be made reliable in the presence of
noise. Consider a large network of several nodes in which
a distributed computation task consisting of several point-to-
point transmissions and computations is to be performed. How
much error correction overhead is needed to make the overall
computation reliable? The naive approach would be to make
each transmission of the interactive protocol suf�cientlyreli-
able, possibly through repetition coding, so that the unionof
all the error events on all the transmissions in the protocolhas
suf�ciently low probability. In networking terms, this would
translate to providing link level reliability for every transmitted
packet. While this naive strategy cannot be dismissed out of



hand, the larger the number of transmissions in the interactive
protocol, and the smaller the number of bits in each individual
transmission, the greater the overhead of such a scheme.

One of the simplest such problems was posed by El Gamal,
and studied by Gallager [6]. It involves a collocated network
consisting ofn nodes, each of which stores a one-bit mea-
surement. The communication model is broadcast with binary
symmetric errors independent from receiver to receiver. That
is, only one node can transmit in a time slot, each transmission
is a single bit, and each node independently receives the
transmitted bit or its complement with probabilities� and1� �
respectively. Consider the problem where the collector node
desires to determine theparity of the total number of 1's in
the network.

The problem is to minimize the total number of transmitted
bits which will guarantee that the parity will be known to
within a desired probability of error. Note that this relaxed
requirement of inexact computation is necessitated by the
noise in the channel; exact computation with probability one
is impossible.

This is a simple instance of a problem in which the infor-
mation quantity at each node is small, but the total information
distributed among many nodes is large. In the noiseless case,
it is easily seen thatn transmissions are required to compute
the parity function exactly. This is thus a lower bound for the
noisy case.

The key feature of this problem is that any broadcast is
heard in independent noise byn nodes, which could col-
lectively thus make a good estimate of the bit. However, to
make this pooled estimate known collectively would consume
several transmissions. One could consider the naive approach
of repetitive coding, which consists of each node transmitting
its own bit k times, resulting in a total ofkn transmissions.
The receiver could make a maximum likelihood decision
on the bit of each node. Simple analysis shows that if the
desired probability of error is suf�ciently low, the numberof
transmissions per node,k, must grow aslogn, which requires
a total of�( n logn) transmissions. But this approach does not
utilize the broadcast nature of the receptions at all.

Gallager's contribution was to devise a scheme which
requires only O(n log log n

� ) transmissions to guarantee a
probability of error in the computation of parity of less than
� . The scheme consists of dividing the nodes into subsets
of size �(log n). There are two phases in the algorithm. In
the �rst phase, nodes transmit their values repeatedlyk times,
followed by each node estimating the parity of the sum of bits
in its own subset. In the second phase, each node transmits
its estimate exactly once, after which the collector makes a
maximum likelihood decision. Analysis shows that choosing
k = �(log log n

� ) guarantees a probability of error less than
� .

It is further shown that by using a suitable modi�cation of
this scheme, with a number of transmissions per node that is of
the same orderk = �(log log n

� ), all the nodal bit values can
be obtained by the collector with high probability. Whether

( n log logn) transmissions is also necessary is still an open

question.
The same collocated network and noise model was also

studied by Kushilevitz and Mansour [7]. They considered
the class ofthreshold functions, i.e., functions which are
determined by whether the number of 1's in the network
exceeds some threshold (in contrast to the class oftype-
thresholdfunctions mentioned in the previous section which
required that the threshold be �xed and independent ofn).
These include the And, Or, and Majority. For this class of
functions, they showed how to construct a protocol which
computes the function in timeO(n). This is order optimal,
because the number of transmissions required to compute any
threshold function in the noiseless case isn (for a proof of
this elementary result see [4]).

An interesting property to note about the achievable
schemes for the two problems described above is that they
areoblivious, i.e., the order of transmission does not depend
on previous transmissions. This is not true of many of the
non-trivial protocols devised for the problems in the noise-
free model, for example median computation in the two-party
communication complexity case (see [2] for a description of
this protocol), and the Max computation in the collocated
network.

The direct applicability of these results relies on a scenario
where a large number of sensors are physically proximate
enough so that each transmission is a broadcast, which may
not be very realistic. However, this formulation is de�nitely
worth studying because that it captures the shared nature of
the wireless medium as well as the cooperative nature of the
distributed computation problem, which are the two essential
features of the overall problem of computing over wireless
networks.

V. I NTERACTIVE COMMUNICATION IN NOISY NETWORKS

The previous sections have addressed distributed computa-
tion problems which are posed as functions of distributed data
that are required to be communicated to a certain collector.
These are special cases of a more general notion of an
interactive protocol, which was introduced by Schulman in a
two-party setting [8], and subsequently generalized to arbitrary
networks by Schulman and Rajagopalan [9].

The notion of an interactive protocol is quite general and
powerful. Given a network of processors connected by com-
munication links, it can be de�ned as follows: Each processor
contains some input value, and the protocol speci�es a set
of transmissions which terminate after timeT, where each
transmission made by a processor on an outgoing link is a
function of its input and previously received transmissions.
The objective of such a protocol may be communication of
a function, or simply data communication from sources to
some other nodes. Regardless, the only assumption that need
be made is that the protocol has available noiseless information
links for its operation. Figure 4 shows the operation of such
a protocol at a single node.

Schulman studied the problem of “simulating” such proto-
cols on networks with noise. By “simulation” is meant the
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Fig. 4. Operation of an interactive protocol at a single node

following: Given the input values available initially to each
node, specify a protocol on the noisy network, i.e., for each
node and each time slot, a mapping, from past received bits
(possibly in error) and input, to bits to be transmitted on
the outgoing links, such that after this protocol terminates,
each node can reconstruct an exact copy of the sequence of
transmissions and receptions in the original noiseless protocol.

As in the one-shot communication case, classical
information-theoretic coding theorems are inapplicable.
This is because a node does not have access to the block of
information it wishes to transmit; this information becomes
available, only bit by bit, as it receives transmissions from
other nodes. Note further that these received transmissions
may be corrupted by noise. Thus, errors could be due not
only to incorrectly received bits, but also due to wrong
transmissions made due to past erroneous receptions.

In [8], this problem is considered for a two node network in
which the nodes are connected by a pair of binary symmetric
channels in each direction, each with capacityC. It is then
shown that any noiseless protocol that requiresT time-slots
can be simulated on the noisy network by a protocol which
requires timeO( T

C ), with error probabilitye� 
( T ) .
In [9], this result is extended to a network setting, where a

network of n nodes are linked together arbitrarily by binary
symmetric channels of capacityC bits/slot. If d is the maxi-
mum degree of any node in the network, it is shown that any
noiseless protocol which requires timeT can be simulated by a
noisy protocol which requires timeO( T

C log(d+1)+ 1
C logn).

The technique that is introduced and used in the simulation
scheme is the concept of adeterministic tree code. This
consists of a labeledk� ary tree in which the edges are labeled
with code symbols belonging to a certain alphabet. A string of
k� valued information symbols can be mapped to a code-word
as follows: Trace the path speci�ed by the string down the
tree, where at each level the next information symbol speci�es
which of the k children of the current node to go to next.
The code-word is then the sequence of labels on the edges
of the path traced. Note that this mapping need not be done
with complete knowledge of the input stream a-priori; input
symbols can become known one at a time.

The required property of such a tree code is that given any
two nodes at the same depthd0, with lowest common parent
at depthh, the Hamming distance, or number of differing
entries, in the corresponding codewords is at least1

k (d0 � h).
It can be shown [8] that a edge-labeling alphabet of �xed

�nite size suf�ces for a tree of arbitrary depth. An information
symbol is mapped to a tree code symbol by locating the
node corresponding to the string of previous transmissions,
and identifying one of thek edges corresponding to the
information symbol. Decoding of a received symbol is done
by concatenating it with all the past received symbols and
determining the corresponding maximum likelihood path in
the tree.

The structure of a tree code guarantees that the greater
the number of receptions after a certain received symbol, the
greater the degree of con�dence in decoding it correctly.

The overall scheme consists of two layers. At the higher
layer, each node decides whether its past receptions and trans-
missions are “consistent” with the original noiseless protocol,
and if so to transmit a symbol speci�ed by that protocol. If, on
the other hand, it discovers a mismatch between the currently
decoded sequence of past transmissions and some previously
decoded sequence, it decides to transmit a “backup” symbol,
which is a noti�cation of error. These higher level symbols are
translated to actual bits via the tree code. As more and more
symbols are received, nodes will be able to correct past errors
and subsequently propagate these corrections.

One dif�culty in the above results is that while tree codes
can be shown to exist, explicitly constructing them remainsan
open problem. Also, the question of how to construct a good
noiseless protocol to carry out a particular computation isnot
addressed.

From the perspective of sensor networks, a better formula-
tion for computing under uncertainty may involve error events
such as packet drops and node failures, rather than bit level
error events. The relevance of the latter goes back to the dis-
cussion in the beginning of Section IV, and may be restricted
to protocols which are “large” enough in terms of data so that
the overhead of guaranteeing overall computational reliability
through per-packet reliability becomes too large.

VI. I NFORMATION THEORETICFORMULATION

Distributed computation problems can be posed in more
general information theoretic settings. This permits the addi-
tion of a feature that is absent in all the previous formulations
- the possible exploitation of correlation in the sensor mea-
surements, which could create a great deal of redundancy. We
now review some of the basic information theoretic results,
which lead to a more general formulation that incorporates
computation over wireless networks. We should note that
currently there are virtually no results in information theory
encompassing all these elements. So this remains a program
for the future.

We begin by considering the simple case of two sensors,
which take measurements in each time slot that are jointly cor-
related, but temporally independent and identically distributed.
The distributions of each pair of measurements of the two
sensors are given by two random variablesX and Y , which
have a certain joint distribution (see Figure 5(a)). The two
sensors are connected through noiseless independent linksto a
receiver, to which the measurements need to be communicated.
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The question of interest is to determine therate region, or
the set of all possible pairs of rates at which the sources
can be individually compressed and sent to the receiver, such
that the the receiver can reconstruct the original sources with
vanishing probability of error. This problem ofdecentralized
compression of correlated sourceswas considered by Slepian
and Wolf [10].

The challenge in this problem is to exploit the correlation in
the measurements, even though the two sensors are separated.
If in fact the two sensors did have complete access to each
others' measurements, then the set of rates which would allow
perfect source reconstruction would in fact be all pairsR1; R2

satisfyingR1 + R2 � H (X; Y ), whereH (X; Y ) is the joint
entropy of the random variablesX and Y 2. Slepian and
Wolf proved the remarkable result that this same rate region,
truncated by the additional constraintsR1 � H (X=Y ) and
R2 � H (Y=X), is achievable even when the sensors have no
access to each other's measurements. In particular, this means
that if R1 � H (X=Y ), then the required rate for the second
source is the same in the no-access case as it is in the complete
access case (and the same is true for the �rst source when
R2 � H (Y=X).

In a wireless sensor network setting, it may be more
appropriate to replace the independent links with amultiple
accesschannel, and pose the feasibility question in terms
of what transmit power pairs would allow the sources to be
communicated. This problem is open for the general case of
arbitrary joint distributions.

Another variation of the problem would arise if what is
desired is not perfect communication of the sources, but rather
reconstruction of the sources to some�delity , i.e., the receiver
wishes to recover estimateŝX; Ŷ such thatE [D(X; X̂ )] � d,
E [D(Y;Ŷ )] � d0, whereD(�; �) is a givendistortion measure.
This problem is open as well.

The special case of this problem in which one of the sources
is known to the receiver asside information(see Figure 5(b)),
and only the other is to be determined, was solved by Wyner
and Ziv [11]. Orlitsky and Roche [12] have extended this to the
case in which the receiver desires to know a certain function
F (X; Y ) of the single sourceX and the side informationY,
and determined the required capacity of the channel between
the source and receiver as being a function of theconditional

2More precisely, blocks of measurements could be communicated at the
corresponding rates with probability of error going to zerowith increasing
blocklength.

graph entropy, which is a measure de�ned on the two random
variables and a certain graph de�ned by the functionF (�).

Another problem of interest in a wireless setting would be
a generalization of the formulation in [4] to a more general
channel model. Speci�cally, consider the problem of commu-
nicating a function of independent sources to a receiver, where
the sources have access to a multiple access channel. One of
the simplest examples of such a problem is the following:
Consider two sourcesS1 andS2, which have access to channel
inputs X and Y of a multiple access channel, with output
Z = X + Y + N being available to a receiver, whereN is
Gaussian noise. The receiver desires to know the sumX + Y.
The question of interest is to �nd the optimal power-distortion
curve, i.e., for a given pair of transmit powersP1 andP2, what
is the minimum distortionD at which the sumX + Y can be
communicated to the receiver.

One could go further, and ask whether a set of correlated
sources could be communicated over a wireless multi-hop
network at a desired level of �delity with respect to a certain
joint distortion criterion, which would model the functionto be
computed. Such a joint distortion criterion could, for example,
be de�ned asD((X; Y ); (X̂; Ŷ )) := jf (X; Y ) � f (X̂; Ŷ )j2.
This would model a very general version of the problem of
distributed computation of a function over a multi-hop wireless
network. The solution to such a problem is unfortunately very
far from the current frontiers of what is known in information
theory.

VII. G OSSIPBASED AGGREGATION IN NETWORKS

The formulations and results considered so far can be
classi�ed roughly as being concerned with determining the
optimal or at least order-optimal scheme to compute a desired
aggregate function of nodal values. Some of these problems
allow for channel errors. However, most are static solutions in
that they do not account for nodal or link failures or changesin
network topology. In addition, such schemes require nodes to
know how to process and route data, which is larger in terms
of overhead than, say, routing protocols. In networks in which
such nodal/link failures are frequent, such aspeer-to-peeras
well as sensor networks,randomized gossip algorithmshave
been studied as possible ways of providing robustness and
fault tolerance, as well as scalability.

Gossip algorithms essentially consist of information propa-
gation through nodes randomly selecting neighbors to transmit
to in each round. There has been considerable work on
constructing gossip algorithms to compute aggregate functions
in networks [13, 14]. In comparison to the work described
in the previous sections, such approaches are more limited
in that the functions considered in most cases are limited to
averages, sums and extremal values. The advantage however
is fault tolerance as well as simplicity in implementation;
the computational operations that nodes have to perform are
restricted to very simple ones.

Consider a network in which nodes initially contain some
state value. In each round, each node can transmit a single
packet containing an arbitrary value to any other node. There



is no explicit cardinality bound on the number of values that
such messages can take, but the implicit assumption is that the
message size is large enough to permit a high enough degree
of precision.

Typically, gossip algorithms to compute aggregates work
by maintaining one or more state values, and updating the
state value in each round after transmitting/receiving a certain
number of messages from randomly chosen neighbor(s). For
instance, [13] proposes a simplepushalgorithm to compute the
average. The constraint in a push algorithm is that a node can
receive multiple messages in a single round, but can transmit
only one message to one other node. The algorithm works
as follows: Each node maintains two state values,sum and
weight. In each round, a node sendssum

2 and weight
2 to another

randomly chosen neighbor, and to itself. It then performs
element-wise addition of all the received pairs to obtain an
updated pair of state values. The estimate of the average is

sum
weight .

The problem that gossip algorithms which compute aggre-
gates must deal with is the possibility of double counting,
i.e., contacting the same node more than once. The above
algorithm maintains the consistency property that the sum of
all the node weights isn, and the average of all the sums is
the true average. As a consequence of this, double counting
is not an issue. It is further shown in [13] that the above
push algorithm requiresO(log n + log 1

� + log 1
� ) rounds to

guarantee an� approximation with probability or error less
than � . This is order optimal, since it can be shown [15]
that any gossip algorithm in anyn node graph requires
( n)
rounds to compute the average with probability of error less
than � , where0 < � < 0:5.

This algorithm is further generalized to compute functions
based onlinear synopses. Linear synopses are functionsf on
multi-sets which satisfyf (S1

S
S2) = f (S1)+ f (S2), i.e., the

function values on distinct subsets of nodes can be additively
combined to give the function value of the union.

In addition, the performance of these algorithms is analyzed
with respect to random node and message failures, and is
shown to have a constant factor performance loss.

It is assumed in [13] that the network topology is that
of a complete graphs; in each round, any node can transmit
to any other node. The problem of computing the average
over general graph topologies is considered in [14]. A class
of randomized algorithms characterized by matrices with a
doubly stochastic structure is proposed. These algorithmscan
be de�ned for arbitrary connected graphs. The performance
of these algorithms is shown to depend on the second largest
eigenvalue of the corresponding matrices. An application of
the main result of [14] to the random graph on a plane with
common transmission ranger shows thatO( log n

r 2 ) rounds
suf�ce to obtain a probability of error of less than1n .

The advantage of such algorithms, as mentioned earlier, is
their simplicity and fault tolerance. The main limitation is
that only a restricted class of functions is considered. Another
drawback is that the constraints on per-round communication
that are typically assumed in gossip algorithms do not match

with the constraints in wireless networks. For example, in
a complete graph, the gossip formulation allows every node
to transmit/receive in a single round, whereas in a wireless
setting this would not be possible. In order to properly evaluate
gossip algorithm performance vs. the limits of what is possible
in a wireless network, it is necessary to account for these
differences in constraints, and furthermore account for how
message size, which for the gossip algorithms is assumed to
be �xed, grows with the number of nodes.

VIII. C ONCLUSIONS

A theory of distributed computation in sensor networks
is still in its infancy, if it exists at all. Many of the for-
mulations described in this paper apply to general networks
of processors connected by communication links, and as a
consequence do not capture all the essential features speci�c
to wireless sensor networks. None of the approaches address
the essential problem of how to compute a general function
with input distributed over a network, in a way that is robust
to unreliability, including link failures, packet drops and node
failures, and is scalable. Upper bounds to performance are
particularly lacking in such problems. While it is often not
hard to construct schemes for speci�c functions, what is also
needed is a guarantee on how far from optimal such schemes
are.

Aggregate functions with relatively simple structure suchas
symmetric functions are somewhat easier to handle, but many
functions of interest do not have such a symmetric structure, an
important instance being location dependent functions. Thus,
an approach for a more general class of functions is also
needed.

A comprehensive theory also needs to address energy con-
sumption and network lifetime, in addition to latency and
throughput, as metrics of performance. There is much yet to
be done.
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